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Motivation



Motivation

• In 2015, 5 million Canadians aged 15 and over experienced a
need for mental health care.

• Two million felt their needs were unmet or partially unmet [1].

• Mental illness is one of the leading causes of disability in
Canada [2].

• Mental illness can shorten life expectancy by 7 to 24 years [3].
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Aim

Produce effective and efficient approaches to depression
detection through text informed by language modeling

In short, good results, small models
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State of the art



Data

• Before social media, essays [4].

• Since social media, content has grown, but clinical
groundedness is difficult.

• Annotation can be done through questionnaires [5].

• Or through searching for diagnostic mentions [6, 7].

• "Expert" annotation on text is a third option [7, 8].
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Approaches

Approaches span most Natural Language Processing (NLP)
classification techniques:

• Style

• Dictionnaries

• Topic modeling

• Convolutional Neural Networks (CNN) and Recurrent Neural
Network (RNNs): best results

However, as results improve, interpretability decreases.

The attention mechanism can provide some insight [9].
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Language modeling and RNNs



Recurrent language models

A language model assigns a probability to sequences of words.

p(x1, . . . , xT ) ≈ p̂(x1, . . . , xT )

A recurrent language model does so by reading one word at a
time,

p(x1, . . . , xT ) =

T∏
t=1

p(xt|x1, . . . , xt−1).

This is particularly fitting for RNNs.

· · ·

ε x1 x2 · · · xT−1

x1 x2 x3 · · · xT
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Recurrent Neural Networks

Recurrent Neural Networks (RNNs) summarize a sequence through
their hidden state,

ht = f(ht−1, xt),

h0 = 0.

f is the transition function of the RNN.
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RNNs simples

f often uses the following building block 1

h̃t = Uxt +Wht−1.

h̃t is the candidate hidden state.

h̃t 7→ ht depends on the architecture, e.g. LSTM, GRU.

ht−1

xt

h̃t · · ·

1biaises ommitted throughout
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RNNs

An additive f can result in difficulty recovering from past
errors [10].

We can expand ht but the parameter count rises fast.

The main problem is that Uxt < Wht−1 [11].
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Tensor RNN

Another option is to let xt "select" W.

ht−1

xt

h̃t

h̃t = Uxt + (
∑
i

W(i)x
(i)
t )︸ ︷︷ ︸

W(xt)

ht−1

The tensor RNN will however have a high parameter count.
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Multiplicative RNN

We can approximate the tensor RNN by the Multiplicative RNN
(mRNN).

ht−1

xt

h̃tmt

h̃t = Uxt +Vmt

mt = (Wxxt) ∗ (Whht−1)

mt is called the intermediate state.
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Multiplicative interaction

Intuition: we need the input and the hidden state to agree.

Squashing function means +→ OR.

However, ∗ → AND.

For example, writ and i → ng
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Multiplicative LSTM

We can make LSTM multiplicative: multiplicative Long Short-Term
Memory network (LSTM) (mLSTM) [12].

ht−1

xt

it

ot

ft

h̃t

mt · · ·

[it, ot, ft, h̃t]
> = Uxt +Vmt

mLSTM can achieve competitive results in language
modelings [13, 14].

Nonetheless, sharing mt breaks down the approximation idea.
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"True" mLSTM

We can have a different intermediate state per gate/state.

ht−1

xt

it

ot

ft

h̃t

mi,t

mo,t

mf,t

mh̃,t
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"True" mGRU

GRU [15] also accepts this modification.

ht−1

xt

rt

zt

h̃t

mr,t

mz,t

mh̃,t
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mGRU

Sharing mt is more complicated because rt is needed to compute
h̃t...

ht−1

xt

rt

zt

h̃t

mt · · ·

We therefore apply rt to mt,

h̃t = Uhxt +Vh(rt ∗mt), (1)
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Evaluation

Language models are evaluated using cross entropy .

H(p, p̂) = −
∑
x

p(x) log p̂(x)

Since p is unknown, a test corpus is used,

H(p, p̂) ≈ − 1

n

∑
x

log p̂(x),

where n is the size of the corpus.
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Corpus

We test the approaches on two datasets at character level:

• Penn Treebank: phrases taken from the Wall Street Journal

• text8, the first 108 alphabetic charaters of English-language
Wikipedia in 2006.
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Setting

• We set the size of ht to that of the original paper [12], but
with |mt| = |xt|.
• The other models are adjusted to have the same parameter

count.

• Adam optimizer [16]

• Best model on validation over 10 epochs
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Results

Penn Treebank text8
model p.c. t.e. p.c. t.e.
mRNN - 1.41 - 1.54

∗ 7.2M 1.19 45M 1.19
mLSTM 292K 1.11 133K 1.36
tmLSTM 292K 1.09 133K 1.35

mGRU 292K 1.07 133K 1.35
tmGRU 292K 1.08 133K 1.35

Parameter counts (p.c.) and test error (t.e.) in bits per character
of our models against mRNN [17] and previous state of the

art(∗) [18, 14].
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Application

Language modeling is a rather abstract task

However,

• It can inform our experimental settings for applied tasks.

• Unsupervised learning can have a stabilizing effect on
supervised learning with NNs [19].

• Specifically, recurrent language models can be used as
pretraining[20].

• Unannotated social media content is widely available.
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Depression risk assessment



Dataset

Dataset comprised of reddit users [6]

Labeled by looking for diagnosis mention

risk control
# users 214 1493

# writings 90,222 983,360
submissions / subject 421.6 660.7
words / submission 27.4 22.7
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Motivation

• We have a list of writings per subject.

d1, d2, . . . , dm

• We would like to use RNNs.

• Concatenation d1 · d2 · . . . · dm would be impractical.

• On the other hand, document order might not be important...
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Late aggregation

We can read the writings independently and average their
summaries.

· · ·

· · ·

· · ·

i do not . . . are

last night i . . . yet

when i was . . . today
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Continual aggregation

We can average continually by using another RNN.

· · ·

· · ·

· · ·

i do not . . . are

last night i . . . yet

when i was . . . today

· · ·
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Inter-Document attention

We can read the writings independently and average their
summaries.

· · ·

· · ·

· · ·

i do not . . . are

last night i . . . yet

when i was . . . today

· · ·
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Intra and Inter-Document attention

We can also allow the document reader to recontextualize input.

· · ·

· · ·

· · ·

i do not . . . are

last night i . . . yet

when i was . . . today

· · ·
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Setting and metrics

• 40k top words as skip-gram embeddings [21]

• We take a sample of 30 writings per user, allowing us to train
for longer.

• 80/10/10 split

• We use precision, recall and f-score

• Best f-score on validation over 50 epochs

• Small models

• mLSTM
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Results

model p.c. precision recall f1-score
late agg. 31k 39.7 51.2 45.6

continual agg. 95k 41.7 69.8 52.2
inter-doc 101k 45.6 73.2 56.2

intra & inter 175k 47.4 72.8 57.4
CNN - 54 64 57

Table 1: Parameter counts, precision, recall and f1-score (%) on the
adapted test set for the eRisk 2018 corpus
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Conclusion



Conclusion

• Recurrent language modeling:
• Competitive results can be achieved with mRNNs using small

models.
• No significant differences between gated models when

controlling for parameter count

• mRNNs can achieve good results in depression detection

• We provide several ways to aggregate writings.
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Future

• Data need to be clinically grounded.

• Approaches should strive for explainability.
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